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Abstract. Drug-Drug Interactions (DDIs) are a major cause of pre-
ventable adverse drug reactions (ADRs), causing a significant burden on
the patients’ health and the healthcare system. It is widely known that
clinical studies cannot sufficiently and accurately identify DDIs for new
drugs before they are made available on the market. In addition, exist-
ing public and proprietary sources of DDI information are known to be
incomplete and/or inaccurate and so not reliable. As a result, there is
an emerging body of research on in-silico prediction of drug-drug inter-
actions. We present Tiresias, a framework that takes in various sources
of drug-related data and knowledge as inputs, and provides DDI pre-
dictions as outputs. The process starts with semantic integration of the
input data that results in a knowledge graph describing drug attributes
and relationships with various related entities such as enzymes, chemical
structures, and pathways. The knowledge graph is then used to compute
several similarity measures between all the drugs in a scalable and dis-
tributed framework. The resulting similarity metrics are used to build
features for a large-scale logistic regression model to predict potential
DDIs. We highlight the novelty of our proposed approach and perform
thorough evaluation of the quality of the predictions. The results show
the effectiveness of Tiresias in both predicting new interactions among
existing drugs and among newly developed and existing drugs.

1 Introduction

Adverse drug reactions (ADRs) are the 4th leading cause of deaths in United
States surpassing complex diseases such as diabetes, pneumonia, and AIDS [8].
ADR risk increases significantly when taking multiple drugs simultaneously,
which is often common in the elderly population and for managing chronic
diseases. In fact, 3 to 5 % of all in-hospital medication errors are due to “pre-
ventable” drug-drug interactions (DDIs) [8]. Unfortunately, most ADRs are not
revealed in clinical trials with relatively small sizes (at most tens of thousands
of participants) due to the rare toxicity of some drugs and the large number of
drug combinations that would need to be tested to detect potential DDIs. As a
result, the only practical way to explore the large space of drug combinations in
search of interacting drugs is through in-silico DDI predictions.

Recently, there has been a growing interest in computationally predicating
potential DDIs [11,14,17–21]. Similar to content-based recommender systems,
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the core idea of the predominant similarity-based approach [11,17–21] is to pre-
dict the existence of an interaction between a candidate pair of drugs by com-
paring it against known interacting pairs of drugs. Finding known interacting
drugs that are very similar to a candidate pair provides supporting evidence in
favor of the existence of a DDI between the two candidate drugs.

In this paper, we introduce Tiresias, a framework that takes in various sources
of drug-related data and knowledge as input, and provides as output DDI predic-
tions. In Tiresias, we extend the basic similarity-based DDI prediction framework
while addressing the following four significant challenges and shortcomings that
are mostly overlooked by prior work:

1. Important Use Case of Newly Developed Drugs: Prior work either
(1) are fundamentally unable to make predictions for newly developed drugs
(i.e., drugs for which no or very limited information about interacting drugs
is available) [18] or (2) could conceptually predict drugs interacting with a
new drug, but have not been tested for this scenario [11,17]. Similarity-based
approaches (e.g. [11,17]) can clearly be applied to drugs without any known
interacting drugs. However, in commonly carried 10-fold cross validation evalua-
tion, prior work using similarity-based approaches have hidden drug-drug inter-
action associations and not drugs. Thus, the large majority of drugs used at
testing are also known during the training phase, which is an inappropriate
evaluation strategy to simulate the introduction of a newly developed drug. In
our experimental evaluation, we show that the prediction quality of the basic
similarity-based approaches drops noticeably when instead of hiding drug-drug
associations, we hide drugs. We also show that techniques developed in Tiresias

significantly improve the prediction quality for new drugs not seen at training.
2. Skewed Distribution of Interacting Drug Pairs: Contrary to most

prior work [11,17,21], we do not assume a priori a balanced distribution of
interacting drug pairs at training or at testing. There is no reason to believe
that the prevalence of pairs of interacting drugs in the set of all the drug pairs
is close to 50% (often assumed in past studies). In fact, in Sect. 6, we present
a methodology to estimate a lower and upper bound on the true prevalence
of interacting drug pairs in the set of all drug pairs. We show that the true
prevalence of DDIs is between 10% and 30%.

3. Appropriate Evaluation Metrics and Methodology for Skewed
Distribution: Existing work [11,17,21] use mainly the area under the R.O.C
curves (AUROC) as the evaluation metric to assess the quality of predictions
and often justify their decision to rely on a balanced testing dataset because of
the valid observation that AUROC is not too sensitive to the ratio of positive to
negative examples. However, as shown in [7] and reinforced in our experimental
evaluation section, AUROC is not appropriate for skewed distribution. Metrics
designed specifically for skewed distribution such as precision & recall, F-score,
or area under Precision-Recall curve (AUPR) should be used instead. Unfor-
tunately, when prior work use these metrics, they do so on a balanced testing
data set, which results in artificially high values (e.g., for a trivial classifier that
report all pairs of drugs as interacting, recall is 1, precision 0.5 and f-score 0.67).
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As shown in our evaluation, on unbalanced testing dataset (with prevalence of
drug-drug interacting ranging from 10% to 30%), the basic similarity-based
prediction produces excellent AUROC values, but mediocre F-score or AUPR.

4. Variety of Data Sources Considered, and Incompleteness of Sim-
ilarity Measures: Existing techniques have relied on a limited number of data
sources (primarily DrugBank) for creating drug similarity measures or drug fea-
tures. However, in this paper, we exploit information originating from multiple
linked data sources (e.g., DrugBank, UMLS, the Comparative Toxicogenomics
Database (CTD), Uniprot) to create various drug similarity measures. This poses
unique data integration challenges. In particular, since various data sources pro-
vide only partial information about a subset of drugs of interest, the resulting
drug similarity measures exhibit varying levels of incompleteness. This incom-
pleteness of similarity measures, which has been for the most part overlooked by
prior work, is already an issue even when a single data source such as DrugBank
is used because not all the attributes needed by a given similarity measure are
available for all drugs. Without any additional machine learning features, the
learning algorithm cannot distinguish between a low similarity value between
two drugs due to incomplete data about at least one of the drugs or real dis-
similarity between them. To address this important shortcoming, which affects
prediction quality as measured by F-score and AUPR, we introduce a new class
of features, called calibration features that captures the relative completeness of
the drug-drug similarity measures.

In summary, in this paper, we make the four key contributions. First, we
introduce a first of kind semantic integration of a comprehensive set of struc-
tured and unstructured data sources including, e.g., DrugBank, UMLS, and CTD
(cf. Sect. 3) to construct a knowledge graph. Second, we develop new drug-drug
similarity measures based on various properties of drugs including metabolic
and signaling pathways, drug mechanism of action and physiological effects (cf.
Sect. 5). Third, we build a large-scale and distributed linear regression learning
model (in Apache Spark) to predict the existence of DDIs while efficiently coping
with skewed distribution of DDIs and data incompleteness through a combina-
tion of case control sampling for rare events (cf. Sect. 6) and a new class of
calibration features (cf. Sect. 5). Finally, we conduct extensive evaluations with
real data to achieve DDI prediction with an average F-Score of 0.74 (vs. 0.65
for the baseline) and area under PR curve of 0.82 (vs. 0.78 for the baseline)
using standard 10-fold cross validation for the newly developed drugs scenario
(for the existing drug scenario: F-Score of 0.85 vs 0.75 and AUPR of 0.92 vs
0.87). Additionally, we introduce a novel retrospective analysis to demonstrate
the effectiveness of our approach to predict correct, but yet unknown DDIs. Up
to 68 % of all DDIs found after 2011 were correctly predicted using only DDIs
known in 2011 as positive examples in training (cf. Sect. 7).

2 Background: Similarity-Based DDI Predictions

Similar to content-based recommender systems, the core idea of similarity-based
approaches [11,17,21] is to predict the existence of an interaction between a
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candidate pair of drugs by comparing it against known interacting pairs of drugs.
These approaches first define a variety of drug similarity measures to compare
drugs. A drug similarity measure sim is a function that takes as input two drugs
and returns a real number between 0 (no similarity between the two drugs)
and 1 (perfect match between the two drugs) indicating the similarity between
the two drugs. SIM denotes the set of all drug similarity measures. Entities
of interest for drug-drug interaction prediction are not single drugs, but rather
pair of drugs. Thus, drug similarity measures in SIM need to be extended to
produce drug-drug similarity measures that compare two pairs of drugs (e.g.,
a pair of candidate drugs against an already known interacting pair of drugs).
Given two drug similarity measures sim1 and sim2 in SIM , we can define a new
drug-drug similarity measure, denoted sim1 ⊗ sim2, that takes as input a two
pairs of drugs (a1, a2) and (b1, b2) and returns the similarity between the two
pairs of drugs computed as follows:

sim1 ⊗ sim2((a1, a2), (b1, b2)) = avg(sim1(a1, b1), sim2(a2, b2))

where avg is an average or mean function such as the geometric mean or the
harmonic mean. In other words, the first drug similarity measure (sim1) is used
to compare the first element of each pair and the second drug similarity measure
(sim2) is used to compare the second element of each pair. Finally, the results
of the two comparisons are combined using, for example, harmonic or geometric
mean. The set of all drug-drug similarity measures thus defined by combining
drug similarity measures in SIM is denoted SIM2 = {sim1 ⊗ sim2|sim1 ∈
SIM ∧ sim2 ∈ SIM}.

Given a set KDDI of known drug-drug interactions, a drug-drug similarity
measure sim1⊗sim2 ∈ SIM2, and a candidate drug pair (d1, d2), the prediction
based solely on sim1 ⊗ sim2 that d1 and d2 interacts, denoted predict[sim1 ⊗
sim2,KDDI](d1, d2), is computed as the arithmetic mean of the similarity values
between (d1, d2) and the top-k most similar known interacting drug pairs to
(d1, d2): amean(topk{sim1 ⊗ sim2((d1, d2), (x, y))|(x, y) ∈ KDDI − {(d1, d2)}})
where amean is the arithmetic mean, and, in most cases, k is equal to 1. The
power of similarity-based approaches stems from not relying on a single similarity
based prediction, but from combining all the individual independent predictions
predict[sim1⊗sim2,KDDI] for all sim1⊗sim2 ∈ KDDI into a single score that
indicates the level of confidence in the existence of a drug-drug interaction. This
combination is typically done through machine learning (e.g., logistic regression):
the training is performed using KDDI as the ground truth and, given a drug
pair (d1, d2), its feature vector consists of predict[sim1 ⊗ sim2,KDDI](d1, d2)
for all sim1 ⊗ sim2 ∈ KDDI.

3 Addressing Data Integration Challenges

One of the salient feature of our Tiresias framework is to leverage many available
sources on the Web. More importantly, there is a crucial need to connect these
disparate sources in order to create a knowledge graph that is continuously
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being enriched as ingesting more sources. Notably the life science community
has already recognized the importance of the data integration and taken the
first step to employ the Linked Open Data methodology for connecting identical
entities across different sources. However, most of the existing linkages in the
scientific domain are often done statically, which results in many outdated or
even non-existent links overtime. Therefore, even when the data is presumably
linked, we are forced to verify these links. Furthermore, there are number of
fundamental challenges that must be addressed to construct a unified view of
the data with rich interconnectedness and semantics — a knowledge graph. For
example, we employ entity resolution methodology either through syntactical
disambiguation (e.g., cosine similarity, edit distance, or language model tech-
niques [4]) or through semantic analysis by examining the conceptual property
of entities [2]. These techniques are not only essential to identify similar entities
but also instrumental in designing and capturing similarities among entities in
order to engineer features necessary to enable DDIs prediction.

We first begin forming our knowledge graph by ingesting data from vari-
ety of sources (including XML, relational, and CSV formats) from the Web.
As partially shown in Fig. 1, our data comes from variety of sources such as
DrugBank [13] that offers data about known drugs and diseases, Compara-
tive Toxicogenomics Database [6] that provides information about gene inter-
action, Uniprot [1] that provides details about the functions and structure of
genes, BioGRID database that collects genetic and protein interactions [5], Uni-
fied Medical Language System that one is the largest repository of biomedical
vocabularies including NCBI taxonomy, Gene Ontology (GO), the Medical Sub-
ject Headings (MeSH) [2], and the National Drug File - Reference Terminology

Fig. 1. Semantic curation and linkage of data from variety of sources on the Web.
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(NDF-RT) that classifies drug with a multi-category reference models such as
cellular or molecular interactions and therapeutic categories [3].

As part of our knowledge graph curation task, we identify which attributes
or columns refer to which real world entities (i.e., data instances). Therefore,
our constructed knowledge graph possess a clear notion of what the entities
are, and what relations exist for each instance in order to capture the data
interconnectedness. These may be relations to other entities, or the relations of
the attributes of the entity to data values. As an example, in our ingested and
curated data, we have a table for Drug, and have the columns Name, Targets,
Symptomatic Treatment. Our knowledge graph has an identifier for a real world
drug Methotrexate, and captures its attributes such as Molecular Structure or
Mechanism of Actions, as well as relations to other entities including Genes that
Methotrexate targets (e.g., DHFR), and subsequently, Conditions that it treats
such as Osteosarcoma (bone cancer) that are reachable through its target genes,
as demonstrated in Fig. 1. Constructing a rich knowledge graph is a necessary
step before building our predication model as discussed next.

4 Overview

The overview of our similarity-based DDI prediction approach is illustrated in
Fig. 2. It consists of five key phases (the arrows in Fig. 2).

Fig. 2. Overview of similarity-based DDI prediction approach (Color figure online)

Ingestion Phase: In this phase, data originating from multiple sources are
ingested and integrated to create various drug similarity measures (represented
as blue tables in Fig. 2) and a known DDIs table. Similarity measures are not
necessarily complete in the sense that some drug pairs may be missing from the
similarity tables displayed in Fig. 2. The known DDIs table, denoted KDDI,
contains the set of 12,104 drug pairs already known to interact in DrugBank.
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In the 10-fold cross validation of our approach, KDDI is randomly split into 3
disjoint subsets: KDDItrain, KDDIval, and KDDItest representing the set of
positive examples respectively used in the training, validation and testing (or
prediction) phases. Contrary to most prior work, which partition KDDI on the
DDI associations instead of on drugs, our partitioning simulates the scenario of
the introduction of newly developed drugs for which no interacting drugs are
known. In particular, each pair (d1, d2) in KDDItest is such that either d1 or d2
does not appear in KDDItrain or KDDval.

Feature Construction Phase: Given a pair of drugs (d1, d2), we construct its
machine learning feature vector derived from the drug similarity measures and
the set of DDIs known at training. Like previous similarity-based approaches, for
a drug candidate pair (d1, d2) and a drug-drug similarity measure sim1⊗sim2 ∈
SIM2, we create a feature that indicates the similarity value of the known pair
of interacting drugs most similar to (d1, d2) (see Sect. 5.2). Unlike prior work, we
introduce new calibration features to address the issue of the incompleteness of
the similarity measures and to provide more information about the distribution
of the similarity values between a drug candidate pair and all known interacting
drug pairs - not just the maximum value (see Sect. 5.3).

Model Generation Phase: As a result of relying on more data sources, using
more similarity measures, and introducing new calibration features, we have sig-
nificantly more features (1014) than prior work (e.g., [11] uses only 49 features).
Thus, there is an increased risk of overfitting that we address by performing L2-
model regularization. Since the optimal regularization parameter is not known
a-priori, in the model generation phase, we build 8 different logistic regression
models using 8 different regularization values. To address issues related to the
skewed distribution of DDIs (for an assumed prevalence DDIs lower than 17 %),
we make some adjustments to logistic regression (see Sect. 6).

Model Validation Phase: The goals of this phase are twofold. First, in this
phase, we select the best of the eight models (i.e., the best regularization parame-
ter value) built in the model generation phase by choosing the model producing
the best F-score on the validation data. Second, we also select the optimal thresh-
old as the threshold at which the best F-score is obtained on the validation data
evaluated on the selected model.

Prediction Phase: Let f denote the logistic function selected in the model
validation phase and η the confidence threshold selected in the same phase.
In the prediction phase, for each candidate drug pair (d1, d2), we first get its
feature vector v computed in the feature construction phase. f(v) then indicates
the probability that the two drugs d1 and d2 interact, and the pair (d1, d2) is
labeled as interacting iff. f(v) ≥ η.

5 Feature Engineering

In this section, we describe the drug similarity measures used to compare drugs
and how various machine learning features are generated from them.
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5.1 Drug Similarity and Drug-Drug Similarity Measures

Due to space limitation, we describe here only 4 of the 13 similarity measures
used to compare two drugs. The other similarity metrics are presented in detail
in [9], including physiological effect based similarity, side effect based similarity,
two metabolizing enzyme based similarities, three drug target based similarities,
chemical structure similarity, MeSH based similarity.

Chemical-Protein Interactome (CPI) Profile Based Similarity: The
Chemical-Protein Interactome (CPI) profile of a drug d, denoted cpi(d), is a
vector indicating how well its chemical structure docks or binds with about 611
human Protein Data Bank (PDB) structures associated with DDIs [14]. The
CPI profile based similarity of two drugs d1 and d2 is computed as the cosine
similarity between the mean-centered versions of vectors cpi(d1) and cpi(d2).

Mechanism of Action Based Similarity: For a drug d, we collect all its mech-
anisms of action obtained from NDF-RT. To discount popular terms, Inverse
Document Frequency (IDF) is used to assign more weight to relatively rare
mechanism of actions: IDF (t,Drugs) = log |Drugs|+1

DF (t,Drugs)+1 where Drugs is the
set of all drugs, t is a mechanism of action, and DF (t,Drugs) is the number of
drugs with the mechanism of action t. The IDF-weighted mechanism of action
vector of a drug d is a vector moa(d) whose components are mechanisms of
action. The value of a component t of moa(d), denoted moa(d)[t], is zero if t
is not a known mechanism of action of d; otherwise, it is IDF (t,Drugs). The
mechanism of action based similarity measure of two drugs d1 and d2 is the
cosine similarity of the vectors moa(d1) and moa(d2).

Pathways Based Similarity: Information about pathways affected by drugs
is obtained from CTD database. The pathways based similarity of two drugs is
defined as the cosine similarity between the IDF-weighted pathways vectors of
the two drugs, which are computed in a similar way as IDF-weighted mechanism
of action vectors.

Anatomical Therapeutic Chemical (ATC) Classification System Based
Similarity: ATC [15] is a classification of the active ingredients of drugs accord-
ing to the organs that they affect as well as their chemical, pharmacological and
therapeutic characteristics. The classification consists of multiple trees repre-
senting different organs or systems affected by drugs, and different therapeutical
and chemical properties of drugs. The ATC codes associated with each drug are
obtained from DrugBank. For a given drug, we collect all its ATC code from
DrugBank to build a ATC code vector (the most specific ATC codes associated
with the drug -i.e., leaves of the classification tree- and also all the ancestor
codes are included). The ATC similarity of two drugs is defined as the cosine
similarity between the IDF-weighted ATC code vectors of the two drugs, which
are computed in a similar way as IDF-weighted mechanism of action vectors.

The set of all drug similarity measures is denoted SIM . As explained in the
background Sect. 2, drug similarity measures in SIM need to be extended to
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produce drug-drug similarity measures that compare two pairs of drugs. SIM2

denotes the set of all drug-drug similarity measures derived from SIM .

5.2 Top-k Similarity-Based Features

Like previous similarity-based approaches, for a given drug candidate pair
(d1, d2), a set KDDtrain of DDIs known at training, and a drug-drug simi-
larity measure sim1 ⊗ sim2 ∈ SIM2, we create a new similarity-based feature,
denoted abssim1⊗sim2 and computed as the similarity value between (d1, d2) and
the most similar known interacting drug pair to (d1, d2). In other words,

abssim1⊗sim2(d1, d2) = max(Dsim1⊗sim2(d1, d2))

where Dsim1⊗sim2(d1, d2) is the set of all the similarity values between (d1, d2)
and all known DDIs:

Dsim1⊗sim2(d1, d2) = {sim1 ⊗ sim2((d1, d2), (x, y))|(x, y) ∈ KDDItrain − {(d1, d2)}}

5.3 Calibration Features

Calibration of Top-k Similarity-Based Features: For a drug candidate
pair (d1, d2), a high value of the similarity-based feature abssim1⊗sim2(d1, d2) is
a clear indication of the presence of at least one known interacting drug pair very
similar to (d1, d2) according to the drug-drug similarity measure sim1 ⊗ sim2.
However, this feature value provides to the machine learning algorithm only a
limited view of the distribution Dsim1⊗sim2(d1, d2) of all the similarity values
between (d1, d2) and all known DDIs.

For example, with only access to max(Dsim1⊗sim2(d1, d2)), there is no way
to differentiate between a case where that maximum value is a significant outlier
(i.e., many standard deviation away from the mean of Dsim1⊗sim2(d1, d2)) and
the case where it is not too far from the mean value of Dsim1⊗sim2(d1, d2). Since
it would be impractical to have a feature for each data point in D (overfitting and
scalability issues), we instead summarize the distribution Dsim1⊗sim2(d1, d2) by
introducing the following features to capture its mean and standard deviation:

avgsim1⊗sim2(d1, d2) = mean(Dsim1⊗sim2(d1, d2))

stdsim1⊗sim2(d1, d2) = stdev(Dsim1⊗sim2(d1, d2))

To calibrate the absolute maximum value computed by abssim1⊗sim2(d1, d2),
we introduce a calibration feature, denoted relsim1⊗sim2 , that corresponds to
the z-score of the maximum similarity value of the candidate and a known DDI
(i.e., it indicates the number of standard deviations from the mean):

relsim1⊗sim2(d1, d2) =
abssim1⊗sim2(d1, d2) − avgsim1⊗sim2(d1, d2)

stdsim1⊗sim2(d1, d2)
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Finally, for a candidate pair (d1, d2), we add a boolean feature, denoted
consim1⊗sim2(d1, d2), that indicates whether the most similar known interacting
drug pair contains d1 or d2.

Calibration of Drug-Drug Similarity Measures: Features described so far
capture similarity values between a drug candidate pair and known DDIs. As
such, a high feature value for a given candidate pair (d1, d2) does not necessarily
indicate that the two drugs are likely to interact. For example, it could be the case
that, for a given drug-drug similarity measure, (d1, d2) is actually very similar
to most drug pairs (whether or not they are known to interact). Likewise, a
low feature value does not necessarily indicate a reduced likelihood of drug-
drug interaction if (d1, d2) has a very low similarity value with respect to most
drug pairs (whether or not they are known to interact). In particular, such a
low overall similarity between (d1, d2) and most drug pairs is often due to the
incompleteness of the similarity measures considered. For a drug-drug similarity
measure sim1 ⊗sim2 ∈ SIM2 and a candidate pair (d1, d2), we introduce a new
calibration feature, denoted basesim1⊗sim2 , to serve as a baseline measurement
of the average similarity measure between the candidate pair (d1, d2) and any
other pair of drugs (whether or not it is known to interact). The exact expression
of basesim1⊗sim2(d1, d2) is as follows:

∑

(x,y) �=(d1,d2)∧x�=y

sim1 ⊗ sim2((d1, d2), (x, y))

|Drugs|(|Drugs| − 1)/2 − 1

The evaluation of this expression is quadratic in the number of drugs |Drugs|,
which results in a significant runtime performance degradation without any
noticeable gain in the quality of the predictions as compared to the following
approximation of basesim1⊗sim2 (with a linear time complexity):

basesim1⊗sim2(d1, d2) ≈ hm(

∑

x�=d1

sim1(d1, x)

|Drugs| − 1
,

∑

y �=d2

sim2(d2, y)

|Drugs| − 1
)

where hm denotes the harmonic mean. In other words, basesim1⊗sim2(d1, d2) is
approximated as the harmonic mean of (1) the arithmetic mean of the similarity
between d1 and all other drugs computed using sim1, and (2) the arithmetic
mean of the similarity between d2 and all other drugs computed using sim2.

6 Dealing with Unbalanced Data

In evaluating any machine learning system, the testing data should ideally be
representative of the real data. In particular, the fraction of positive examples
in the testing data should be as close as possible to the prevalence or fraction of
DDIs in the set of all pairs of drugs. Although the ratio of positive to negative
examples in the testing has limited impact on the area under the ROC curves,
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as shown in the experimental evaluation, it has significant impact on other key
quality metrics more appropriate for skewed distributions (e.g., F-score and area
under precision-recall curves). Unfortunately, the exact prevalence of DDIs in the
set of all drugs pairs is unknown. Here, we first provide upper and lower bounds
on the true prevalence of DDIs in the set of all drug pairs. Then, we discuss
logistic regression adjustments to deal with the skewed distribution of DDIs.

Upper Bound: FDA Adverse Event Reporting System (FAERS) is a database
that contains information on adverse events submitted to FDA. It is designed
to support FDA’s post-marketing safety surveillance program for drugs. Mined
from FAERS, TWOSIDES [16] is a dataset containing only side effects caused
by the combination of drugs rather than by any single drug. Used as the set of
known DDIs, TWOSIDES [16] contains many false positives as some DDIs are
observed from FAERS, but without rigorous clinical validation. Thus, we use
TWOSIDES to estimate the upper bound of the DDI prevalence. There are 645
drugs and 63,473 distinct pairwise DDIs in the dataset. Thus, the upper bound
of the DDI prevalence is about 30 %.

Lower Bound: We use a DDI data set from Gottlieb et al. [11] to estimate the
lower bound of the DDI prevalence. The data set is extracted from DrugBank [13]
and the http://drugs.com website (excluding DDIs tagged as minor). DDIs from
this data set are extracted from drug’s package inserts (accurate but far from
complete). Thus, there are some false negatives in such a data set. There are
1,227 drugs and 74,104 distinct pairwise DDIs in the dataset. Thus the lower
bound of the DDI prevalence is about 10 %.

Modified Logistic Regression to Handle Unbalanced Data: For a given
assumed low prevalence of DDIs τa, it is often advantageous to train our logistic
regression classifier on a training set with a higher fraction τt of positive exam-
ples and to later adjust the model parameters accordingly. The main motivation
for this case-control sampling approach for rare events [12] is to improve runtime
performance of the model building phase since, for the same number of positive
examples, the higher fraction τt of positive examples yields a smaller total num-
ber of examples at training. Furthermore, for an assumed prevalence τa ≤ 0.17,
the quality of the predictions is only marginally affected by the use of a training
set with a ratio of one positive example to 5 negative examples (i.e., τt ∼ 0.17)

A logistic regression model with parameters β0, β1, . . . , βn trained on a train-
ing sample with prevalence of positive examples of τt instead of τa is then con-
verted into the final model with parameters β̂0, β̂1, . . . , β̂n by correcting the
intercept β̂0 as indicated in [12]:

β̂0 = β0 + log
τa

1 − τa
− log

τt
1 − τt

The other parameters are unchanged: β̂i = βi for i ≥ 1.
We have tried more advanced adjustments for rare events discussed in [12]

(e.g., weighted logistic regression and ReLogit), but the overall improvement of
the quality of our predictions was only marginal.

http://drugs.com
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7 Evaluation

To assess the quality of our predictions, we perform two types of experiments.
First, a 10-fold cross validation is performed to assess F-Score and area under
Precision-Recall (AUPR) curve. Second, a retrospective analysis shows the abil-
ity of our Tiresias framework to discover valid, but yet unknown DDIs.

7.1 10-Fold Cross Validation Evaluation

Data Partitioning: In the 10-fold cross validation of our approach, to simulate
the introduction of a newly developed drug for which no interacting drugs are
known, 10 % of the drugs appearing as the first element of a pair of drugs in the
set KDDI of all known drug pairs are hidden, rather than hiding 10 % of the
drug-drug relations as done in [11,17,18]. Since the DDI relation is symmetric, we
consider, without loss of generality, only drug candidate pairs (d1, d2) where the
canonical name of d1 is less than or equal to the canonical name of d2 according
to the lexicographic order (i.e., d1 ≤ d2). KDDI is randomly split into 3 disjoint
subsets: KDDItrain, KDDIval, and KDDItest representing the set of positive
examples respectively used in the training, validation and testing (or prediction)
phases, and containing respectively about 8/10th, 1/10th and 1/10th of KDDI
pairs. In particular, each pair (d1, d2) in KDDItest is such that either d1 or
d2 does not appear in KDDItrain or KDDval (more on this partitioning in
Sect. 7.1 of [9]). The training data set consists of (1) known interacting drugs
in KDDItrain as positive examples, and (2) randomly generated pairs of drugs
(d1, d2) not already known to interact (i.e., not in KDDI) such that the drugs
d1 and d2 appear in KDDItrain (as negative examples). The validation data
set consists of (1) the known interacting drug pairs in KDDIval as positive
examples, and (2) negative examples that are randomly generated pairs of drugs
(d1, d2) not already known to interact (i.e., not in KDDI) such that d1 is the
first drug in at least one pair in KDDIval (i.e., a drug only seen at validation
but not at training) and d2 appears (as first or second element) in at least on
pair in KDDItrain (i.e., d2 is known at training). The testing data set consists
of (1) the known interacting drug pairs in KDDItest as positive examples, and
(2) negative examples that are randomly generated pairs of drugs (d1, d2) not
already known to interact (i.e., not in KDDI) such that d1 is the first drug in at
least one pair in KDDItest (i.e., a drug only seen at testing but not at training
or validation) and d2 appears (as first or second element) in at least on pair in
KDDItrain ∪ KDDIval (i.e., d2 is known at training or at validation).

Results: Contrary to prior work, in our evaluation, the ratio of positive exam-
ples to randomly generated negative examples is not 1 to 1. Instead, the assumed
prevalence of DDIs at training and validation is the same and is in the set {10 %,
20 %, 30 %, 50 %}. For a given DDI prevalence at training and validation, we eval-
uate the quality of our predictions on testing data sets with varying prevalence
of DDIs (ranging from 10 % to 30 %). 50 % DDI prevalence at training and vali-
dation is used here to assess the quality of prior work (which rely on a balanced
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distribution of positive and negative examples at training) when the testing data
is unbalanced. For a given assumed DDI prevalence at training/validation and
a DDI prevalence at testing, to get robust results and show the effectiveness of
our calibration-based features, we perform not one, but five 10-fold cross valida-
tions with all the features described in Sect. 5 (solid lines in Figs. 3 and 4) and
five 10-fold cross validations without calibration features (dotted lines in Figs. 3
and 4). Results reported on Figs. 3 and 4 represent average over the five 10-fold
cross validations.

Fig. 3. F-Score for new drugs Fig. 4. AUPR for new drugs

The key results from our evaluation are as follows:

– Regardless of the DDI prevalence used at training and validation (provided
that it is between 10 % to 30 % -i.e., the lower and upper bound of the
true prevalence of DDIs), our approach using calibration features (solid
lines in Figs. 3 and 4) and unbalanced training/validation data (non-black
lines) significantly outperforms the baseline representing prior similarity-
based approaches (e.g., [11]) that rely on balanced training data without
calibration features (the dotted black line with crosses as markers). For an
assumed DDI prevalence at training ranging from 10 % to 30 %, the aver-
age F-score (resp. AUPR) over testing data with prevalence between from
10 % to 30 % varies from 0.73 to 0.74 (resp. 0.821 to 0.825) when all features
are used. However, when the training is done on balanced data without cal-
ibration features, the average F-score (resp. AUPR) over testing data with
prevalence between from 10 % to 30 % is 0.65 (resp. 0.78)1. The difference
with the baseline is higher the skewer the testing data distribution is.

– For a fixed DDI prevalence at training/validation, using calibration features is
always better in terms of F-Score and AUPR (solid vs. dotted lines in Figs. 3
and 4)

1 Precision (resp. recall) varies from 0.84 to 0.70 (resp. 0.66 to 0.78) with calibration.
Precision (resp. recall) is at 0.54 (resp. 0.84) on balanced training w/o calibration.



Predicting Drug-Drug Interactions 787

– As pointed out in prior work, the area under ROC curves (AUROC) is not
affected by the prevalence of DDI at training/validation or testing. It remains
constant at about 0.92 with calibration features and 0.90 without them.

– Finally, no similarity metric by itself has good predictive power (ATC simi-
larity is the best with 0.58 F-Score and 0.56 AUPR), and removing any given
similarity metric has limited impact on the quality of the predictions (the
highest decrease was by 1 % in F-Score & AUPR w/o ATC similarity).

Note that we also perform 10-fold cross validation evaluations hiding drug-
drug associations instead of drugs. Results presented in [9] show that, even when
predictions are made only on drugs with some known interacting drugs, the com-
bination of unbalanced training/validation data and calibration features remains
superior to the baseline (F-Score of 0.85 vs 0.75 and AUPR of 0.92 vs 0.87).

7.2 Retrospective Analysis

We perform a retrospective evaluation using as the set of known DDIs (KDDI)
only pairs of interacting drugs present in an earlier version of DrugBank (Janu-
ary 2011). Figure 5 shows the fraction of the total of 713 DDIs added to Drug-
Bank between January 2011 and December 2014 that our approach can discover
based only on DDIs known in January 2011 for different DDI prevalence at train-
ing/validation. Figure 5 shows that we can correctly predict up to 68 % of the
DDI discovered after January 2011, which demonstrates the ability of Tiresias to
discover valid, but yet unknown DDIs.

Fig. 5. Retrospective evaluation

8 Conclusion

In this paper, we presented Tiresias, a computational framework that predicts
DDIs through large-scale similarity-based link prediction. Experimental results
clearly show the effectiveness of Tiresias in both predicting new interactions
among existing drugs and among newly developed and existing drugs. The pre-
dictions provided by Tiresias will help clinicians to avoid hazardous DDIs in their
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prescriptions and will aid pharmaceutical companies to design large-scale clinical
trial by assessing potentially hazardous drug combinations. We have designed a
Web interface and a set of APIs to assist with such use cases [10]. We are cur-
rently extending Tiresias to perform link prediction among other entity types in
our knowledge graph, turning it into a generic large-scale link prediction system.
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